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Abstract: Iterative learning control (ILC) is widely used as a simple method for precise
tracking of systems under repetitive conditions. ILC operates by “learning” from the previous
iteration’s errors, correcting them over a number of iterations. However, the question of whether
or not a nonlinear ILC system converges is still in general an open one. Assuming a state-space
formulation, we use contraction analysis to formulate a convergence condition for ILC system
as a linear matrix inequality (LMI). Finally, we compute a convergence certificate for a simple
example involving “anticogging” a permanent-magnet synchronous motor driving a pendulum
in simulation.
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1. INTRODUCTION

Iterative learning control (ILC) is based on the idea that
practice makes perfect: that in a repetitive tracking control
task the error from one iteration should be used to update
the control signal for the next iteration, and the ultimate
outcome will be high quality tracking. Within this simple
and intuitive framework, the task of the control engineer
is to design the algorithm for updating the control signal
so that rapid and reliable convergence is achieved for the
dynamical system and tracking task in question.

The central ideas of ILC have existed since at least the
1980’s (Arimoto et al., 1984; Hara et al., 1988). Since
then they have been applied experimentally in many differ-
ent applications, such as nanopositioning (Helfrich et al.,
2010), and wafer-stage scanning (Blanken et al., 2016),
excavation (Maeda et al., 2015), robotic manipulators
(Norrlöf, 2002), and dynamic walking robots (Kong et al.,
2015), and many others (Bristow et al., 2006; Ahn et al.,
2007; Wang et al., 2009).

A common structure for the ILC update mechanism takes
the form uk+1 = Q(uk+Lek), where uk is the control signal
for iteration k, and ek is the resulting tracking error. The
control designer must choose the “learning filter” L which
roughly speaking describes what uk+1 should learn from
ek, and the so-called “Q-filter”, Q, which is typically a low-
pass or band-pass filter that selects frequency ranges in
which learning should occur. Both L and Q are commonly
linear time-invariant filters, but not necessarily causal
(Bristow et al., 2006; Ahn et al., 2007; Wang et al., 2009).
Time-varying designs have also been proposed, see, e.g.,
Barton and Alleyne (2011).

While many papers treat the design of the learning up-
date by classical frequency-domain specification of L and
Q (Bristow et al., 2006), more recently there has been
substantial activity in designing ILC-type controllers using
linear matrix inequalities and convex optimization, see
e.g. Galkowski et al. (2002), by on-line solution of an
optimization problem in the iteration domain (Gunnarsson
and Norrlöf, 2001), or within the framework of extremum
seeking, see e.g. Khong et al. (2016).

Most real systems that ILC are applied to are at least
mildly non-linear and good performance is frequently ob-
served in practice. However, most of the theoretical results
guaranteeing convergence for particular ILC designs apply
only to linear systems (Bristow et al., 2006; Ahn et al.,
2007; Wang et al., 2009). Convergence criteria for nonlin-
ear plants, typically assuming a globally Lipschitz plant, a
bounded L, and unity Q have been proposed (Kuc et al.,
1992; Ahn et al., 1993; Jang et al., 1995). Some authors
have considered nonunityQ, but without disturbances, e.g.
Markusson et al. (2002), and others consider disturbances
and errors in state initial conditions, but with unity Q,
e.g. Heinzinger et al. (1992).

In this paper, we derive conditions for convergence of
ILC for nonlinear systems with more general L,Q via the
framework of contraction analysis developed by Lohmiller
and Slotine (1998). Contraction analysis can be thought
of as an extension of the idea of treating a linear time-
varying (LTV) system about a nominal trajectory. Instead
of considering a particular nominal trajectory, contraction
analysis considers the differential dynamics, the system
linearization along all solutions, and establishes global
stability results for smooth nonlinear systems. We extend
the classical H∞ norm bounds for ILC convergence by
way of the L2 gain of the differential dynamics Manchester
and Slotine (2014a). Similar techniques have been applied
for different problems in Jouffroy (2003); Fromion et al.
(2001); Manchester and Slotine (2014b) among others.

An advantage of the contraction framework is it allows
us to formulate stability conditions as pointwise linear
matrix inequalities. These are infinite-dimensional convex
optimization problems, which can be made tractable by
gridding the state space or via the sum-of-squares re-
laxation for polynomials systems, see e.g. Aylward et al.
(2008). In this paper, we restrict ourselves to a variation
on the standard ILC update equation in which L and Q are
defined by known nonlinear state-space equations, however
we believe the methods developed can be extended to
problems of design, as well as the case of non-causal update
equations.
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ek, and the so-called “Q-filter”, Q, which is typically a low-
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(Bristow et al., 2006; Ahn et al., 2007; Wang et al., 2009).
Time-varying designs have also been proposed, see, e.g.,
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optimization problem in the iteration domain (Gunnarsson
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way of the L2 gain of the differential dynamics Manchester
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laxation for polynomials systems, see e.g. Aylward et al.
(2008). In this paper, we restrict ourselves to a variation
on the standard ILC update equation in which L and Q are
defined by known nonlinear state-space equations, however
we believe the methods developed can be extended to
problems of design, as well as the case of non-causal update
equations.

Proceedings of the 20th World Congress
The International Federation of Automatic Control
Toulouse, France, July 9-14, 2017

Copyright © 2017 IFAC 11363

Contraction Analysis of
Nonlinear Iterative Learning Control

Felix H. Kong ∗ Ian R. Manchester ∗

∗ The Australian Centre for Field Robotics at the School of Aerospace,
Mechanical, and Mechatronic Engineering, The University of Sydney,

Australia (e-mail: f.kong, i.manchester@acfr.usyd.edu.au).

Abstract: Iterative learning control (ILC) is widely used as a simple method for precise
tracking of systems under repetitive conditions. ILC operates by “learning” from the previous
iteration’s errors, correcting them over a number of iterations. However, the question of whether
or not a nonlinear ILC system converges is still in general an open one. Assuming a state-space
formulation, we use contraction analysis to formulate a convergence condition for ILC system
as a linear matrix inequality (LMI). Finally, we compute a convergence certificate for a simple
example involving “anticogging” a permanent-magnet synchronous motor driving a pendulum
in simulation.

Keywords: iterative learning control, contraction analysis, linear matrix inequalities

1. INTRODUCTION

Iterative learning control (ILC) is based on the idea that
practice makes perfect: that in a repetitive tracking control
task the error from one iteration should be used to update
the control signal for the next iteration, and the ultimate
outcome will be high quality tracking. Within this simple
and intuitive framework, the task of the control engineer
is to design the algorithm for updating the control signal
so that rapid and reliable convergence is achieved for the
dynamical system and tracking task in question.

The central ideas of ILC have existed since at least the
1980’s (Arimoto et al., 1984; Hara et al., 1988). Since
then they have been applied experimentally in many differ-
ent applications, such as nanopositioning (Helfrich et al.,
2010), and wafer-stage scanning (Blanken et al., 2016),
excavation (Maeda et al., 2015), robotic manipulators
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In Section 2 we set up the problem and briefly introduce
relevant results from ILC and from contraction analysis.
Section 3 contains the main results of this work, and is
followed by an example highlighting the application of this
work in Section 4.

2. PRELIMINARIES

2.1 Problem Setup for ILC

In the operation of ILC, repeated attempts, or iterations,
will be made to track the same reference r. Each time, the
control input for the next iteration will be generated using
the error and control input from the current iteration. The
central problem is to establish conditions under which this
process converges to a limiting control signal.

We first define the plant. Suppose that the plant P can be
represented by:

ẋP (t) = fP (xP (t), u(t) + w(t))

y(t) = hP (xP (t), u(t) + w(t)),
(1)

where y(t) ∈ RNy is the measured output, xP ∈ RN is
the state of the plant, u(t) ∈ Rm is the control input, and
w(t) ∈ Rm is a “matched” disturbance.

We consider a standard structure for updating the control
law based on two additional dynamical systems L and Q.
In this paper, these are allowed to be non-linear state space
models. Let L be defined by (2), with xL(t) ∈ RNL and
ỹ(t) ∈ RNyL :

ẋL(t) = fL(xL(t), r(t)− y(t))

ỹ(t) = hL(xL(t), r(t)− y(t)).
(2)

Also, let Q be defined by (3), with xQ(t) ∈ RNQ and
ũ(t) ∈ Rm:

ẋQ(t) = fQ(xQ(t), u(t) + ỹ(t))

ũ(t) = hQ(xQ(t), u(t) + ỹ(t)).
(3)

ũ(t) ∈ Rm is another control signal which will be used in
the next iteration. We will later interpret this as uk+1(t),
the control signal for the next iteration.

We assume the functions fP , fL, fQ and hP , hL, hQ are
globally Lipschitz and C1 in all arguments. To keep no-
tation simple we restrict to time-invariant systems, but
extensions to time-varying dynamics are straightforward.

As ILC updates a control input from one iteration to the
next, it is necessary to study the iteration-to-iteration dy-
namics. This analysis treats ILC in “lifted form”, consid-
ering Q,L and P as operators mapping between spaces of
continuous signals. We assume that that of each iteration
runs for a fixed time T > 0, and consider the signals for

the k-th iteration: yk ∈ LNy

2 [0, T ], and uk, w ∈ Lm
2 [0, T ]

with 0 < T < ∞. Then, the plant operator (equivalent to
(1)) is given by the nonlinear operator P :

yk = P (uk + w). (4)
We assume that w is an iteration-invariant signal that
repeats itself every iteration, and hence omit the subscript
k. Then, we can define the error ek:

ek = r − yk, (5)

where r ∈ LNy

2 [0, T ] is the reference trajectory. We assume
that r is also iteration invariant, and hence we also omit
the subscript k.

In our analysis, unless otherwise stated, we do not assume
r is feasible. That is, we do not assume that there exists
u� ∈ Lm

2 such that r = P (u� + w).

ILC uses information from the previous iteration in order
to construct a new control input for the current iteration
according to the following update equation:

uk+1 = Q(uk + Lek) (6)

where Q : Lm
2 [0, T ] → Lm

2 [0, T ] and L : LNy

2 [0, T ] →
Lm
2 [0, T ], which correspond to (3) and (2), respectively.

Note that uk+1 = ũ here; we will use the notation uk+1
from now on. The goal of the control engineer using
ILC/RC is to choose Q and L such that uk+1 tends to
u∞ with the desired properties, for example convergence
rate, steady-state error.

L is sometimes known as the “learning filter” or “L-filter”,
and is responsible for the way the error affects uk+1. Q
is sometimes called the “Q-filter”. In the linear case, Q
controls the frequencies which ILC should learn from, and
which should be ignored (Q is often a simple low-pass
filter); here we treat the case of a nonlinear Q.

2.2 Properties of ILC

A well-known convergence result for linear P,L,Q is the
following (Norrlöf and Gunnarsson, 2002):

‖Q(I − LP )‖∞ < 1, (7)
where ‖·‖∞ denotes the infinity norm of the system, which
is necessary and sufficient for monotone convergence of
both uk and ek for a particular choice of L and Q, given P .
For linear systems, (7) helps distinguish between transients
and instability in uk or ek in systems with non-monotonic
behavior in the iteration domain (Longman and Huang,
2002).

Supposing convergence occurs, the following well-known
fact (see e.g. Phan et al. (2000) for the linear case)
illustrates the utility of ILC:
Proposition 1. Suppose Q = 1, P Lipschitz continu-
ous, and that L is invertible. Then, given an (iteration-
invariant) disturbance w, and a feasible, (iteration invari-
ant) reference r, if

u∞ := lim
k→∞

uk (8)

exists, it will be the control input that perfectly tracks r.
That is, u∞ = u�.

Proof. If u∞ exists, and Q = 1, we have from (6):
u∞ = u∞ + L(r − P (u∞ + w))

0 = L(r − P (u∞ + w))

r = P (u∞ + w).
Since r is feasible, u� exists. By the Picard-Lindelöf
theorem, the solution of P (u∞ + w) exists and is unique,
and hence the e∞ = 0. �

Note that this does not depend on accurate knowledge of
w, only the relatively weak assumption that L is invertible.
The plant P must only be known well enough to design L
and Q so that convergence occurs.
Remark 1. For physically realisable systems one generally
has since LP → 0 at high frequencies, so (7) is violated
with Q = 1; hence Q is usually designed with low-pass
characteristics. Nevertheless, the fact that ILC can, over
time, approximate u� with relatively little knowledge of
the system makes ILC an attractive prospect for control
of nonlinear systems for repeating tasks.

2.3 Contraction Analysis and Differential L2 Gain

As stated previously, contraction analysis is similar to
the idea of linearizing along a nominal trajectory; in fact
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