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Abstract: Adaptive dynamic programming is a collective term for a variety of approaches to
infinite-horizon optimal control. Common to all approaches is approximation of the infinite-
horizon cost function based on dynamic programming philosophy. Typically, they also require
knowledge of a dynamical model of the system. In the current work, application of adaptive
dynamic programming to a system whose dynamical model is unknown to the controller is
addressed. In order to realize the control algorithm, a model of the system dynamics is estimated
with a Kalman filter. A stacked control scheme to boost the controller performance is suggested.
The functioning of the new approach was verified in simulation and compared to the baseline
represented by gradient descent on the running cost.
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1. INTRODUCTION AND PROBLEM STATEMENT

Consider a discrete-time system in the form:

xk+1 = f(xk, uk), (1)

where k denotes the time step, u is called control action,
x ∈ X is called state and X is the state space, f is the state
transition function. It is assumed that u and x are vectors
in Euclidean spaces. A concrete function v(xk) in place of
uk in (1) is called control policy. Infinite–horizon optimal
control is the goal of solving the following optimization
problem:

min
v

∞∑
i=k

r(xi, v(xi)), ∀xk ∈ X. (2)

Here, r describes the so-called running cost or reward. The
function

Jv(xk) =

∞∑
i=k

r(xi, v(xi)), xk ∈ X, (3)

is also called value function or cost-to-go for the policy v.

Rewriting (3) as

Jv(xk) = r(xk, v(xk)) + Jv(xk+1), xk ∈ X (4)

leads to the famous Bellman equation:

J∗(xk) = min
v

{r(xk, v(xk)) + Jv(xk+1))} , ∀xk ∈ X. (5)

The Bellman’s optimality principle (Bellman, 1957; Black-
well, 1965), inspired to some extent by Wald (1947), es-
sentially states the following:

J∗(xk) = min
v

{r(xk, v(xk)) + J∗(xk+1)} , ∀xk ∈ X. (6)

The optimal control policy is thus determined by:

v∗(xk) = argmin
v

{r(xk, v(xk)) + J∗(xk+1)} , ∀xk ∈ X. (7)

This is the core principle of dynamic programming. Un-
fortunately, solving (6) and (7) is intractable in a number
of applications since it requires exploring the whole state
space. Reinforcement learning (Sutton and Barto, 1998)
and adaptive dynamic programming (ADP) were designed
to ease this problem of dynamic programming by using
approximations of the value function (Lewis and Syrmos,
1995). Giving up some precision due to approximation
made the problem (6) feasible. As approximators, neural
networks attracted much popularity (Werbos, 1990, 1992;
Bertsekas and Tsitsiklis, 1995). For recent surveys on ADP,
refer, for example, to Abu-Khalaf and Lewis (2005), Bal-
akrishnan et al. (2008), Lewis and Vrabie (2009), Ferrari
et al. (2011) and Lewis and Liu (2013). Convergence anal-
yses of ADP may be found in (Al Tamimi et al., 2008;
Heydari, 2014; Liu and Wei, 2014).

Adaptive dynamic programming is not a single, but rather
a variety of methods. The common feature of all them
is that they treat (6) and (7) in an iterative manner. In
the so-called value iteration, one starts with an arbitrary
control policy and a continuous positive-definite value
function. Then, one updates the value function using this
policy. In the next step, the new policy is computed by
optimizing the previous value function and so on. Policy
iteration, in contrast, starts with a policy that stabilizes
the system and yields a finite cost-to-go. Using this policy,
one finds the value function that satisfies the Bellman
equation. Optimizing this value function yields the next
policy and so on. In the so-called dual learning, one
essentially performs iterations with the gradients of the
value function. A survey and details of all the methods may
be found in (Lewis and Vrabie, 2009). Common to all of
the methods, the system dynamics and the gradient of the
state with respect to the control must be known. The latter
is not required in the so-called Q-learning introduced by
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uk in (1) is called control policy. Infinite–horizon optimal
control is the goal of solving the following optimization
problem:

min
v

∞∑
i=k

r(xi, v(xi)), ∀xk ∈ X. (2)

Here, r describes the so-called running cost or reward. The
function

Jv(xk) =

∞∑
i=k

r(xi, v(xi)), xk ∈ X, (3)

is also called value function or cost-to-go for the policy v.

Rewriting (3) as

Jv(xk) = r(xk, v(xk)) + Jv(xk+1), xk ∈ X (4)

leads to the famous Bellman equation:

J∗(xk) = min
v

{r(xk, v(xk)) + Jv(xk+1))} , ∀xk ∈ X. (5)

The Bellman’s optimality principle (Bellman, 1957; Black-
well, 1965), inspired to some extent by Wald (1947), es-
sentially states the following:

J∗(xk) = min
v

{r(xk, v(xk)) + J∗(xk+1)} , ∀xk ∈ X. (6)

The optimal control policy is thus determined by:

v∗(xk) = argmin
v

{r(xk, v(xk)) + J∗(xk+1)} , ∀xk ∈ X. (7)

This is the core principle of dynamic programming. Un-
fortunately, solving (6) and (7) is intractable in a number
of applications since it requires exploring the whole state
space. Reinforcement learning (Sutton and Barto, 1998)
and adaptive dynamic programming (ADP) were designed
to ease this problem of dynamic programming by using
approximations of the value function (Lewis and Syrmos,
1995). Giving up some precision due to approximation
made the problem (6) feasible. As approximators, neural
networks attracted much popularity (Werbos, 1990, 1992;
Bertsekas and Tsitsiklis, 1995). For recent surveys on ADP,
refer, for example, to Abu-Khalaf and Lewis (2005), Bal-
akrishnan et al. (2008), Lewis and Vrabie (2009), Ferrari
et al. (2011) and Lewis and Liu (2013). Convergence anal-
yses of ADP may be found in (Al Tamimi et al., 2008;
Heydari, 2014; Liu and Wei, 2014).

Adaptive dynamic programming is not a single, but rather
a variety of methods. The common feature of all them
is that they treat (6) and (7) in an iterative manner. In
the so-called value iteration, one starts with an arbitrary
control policy and a continuous positive-definite value
function. Then, one updates the value function using this
policy. In the next step, the new policy is computed by
optimizing the previous value function and so on. Policy
iteration, in contrast, starts with a policy that stabilizes
the system and yields a finite cost-to-go. Using this policy,
one finds the value function that satisfies the Bellman
equation. Optimizing this value function yields the next
policy and so on. In the so-called dual learning, one
essentially performs iterations with the gradients of the
value function. A survey and details of all the methods may
be found in (Lewis and Vrabie, 2009). Common to all of
the methods, the system dynamics and the gradient of the
state with respect to the control must be known. The latter
is not required in the so-called Q-learning introduced by
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Watkins (1989). It is based on a quality function, or Q-
function, defined for a control policy v as follows:

Qv(xk, v(xk)) = r(xk, v(xk)) + Jv(xk+1), ∀xk ∈ X. (8)

Let Q̄(xk, v(xk)) denote the following function

r(xk, v(xk)) + J∗(xk+1), ∀xk ∈ X. (9)

Then, the Bellman optimality principle (6) can be rewrit-
ten as

J∗(xk) = min
v

Q̄(xk, v(xk)), ∀xk ∈ X. (10)

with the optimal control policy (cf. (7))

v∗(xk) = argmin
v

Q̄(xk, v(xk)), ∀xk ∈ X. (11)

Due to the fact that Q-learning does not require the system
gradients with respect to the control, it was chosen as
the basic ADP control scheme in the current work. The
concrete implementation of Q-learning used is provided
in Sec. 2. Even though the system gradients with respect
to the control are not required, a means of predicting
the next state of the system is still needed. Since neural
networks might be computationally expensive in some
applications, a simple scheme of predicting the system
state based on Kalman filter (Kalman and Bucy, 1961)
is suggested. The details are given in Sec. 3. A Kalman
filter also helps address measurement uncertainty which
is present in applications. Furthermore, it is proposed to
stack the Q-functions (9) over a finite number of time steps
to improve the policy update step. The details will be
given in Sec. 4. In contrast to optimal control schemes with
finite-horizon cost functions, where the running costs r are
stacked over a finite horizon – such as model predictive
control (MPC) – the Q-functions are stacked in this case.
Since the Q-function represents infinite-horizon optimal
control, the described control scheme may be roughly seen
as a mixture of infinite- and finite-horizon optimal control.
For an extensive description of MPC, please refer, for
example, to Garcia et al. (1989), Camacho et al. (1999) or
Borrelli et al. (2011). An insightful survey on ADP, MPC
and their interrelation may be found in (Bertsekas, 2005).

To summarize, the contributions of this work are the
following: the policy update of ADP is performed using
stacked Q-function approximants; the parameters of the
system model are estimated online using a Kalman filter. It
is demonstrated the performance improvement is possible
via the new stacked approach. The details of it are given
in Sec. 4 followed by comparison and case studies.

2. Q-FUNCTION ALGORITHM IMPLEMENTATION

The equations (10) and (11) describe the ideal Q-learning
algorithm in which the optimizing control policy must be
found exactly. In the general case of nonlinear system dy-
namics (1), it is not possible and approximation methods
are thus required. In the following, all vectors are treated
as column vectors if not stated otherwise. As an approxi-
mator for the Q-function, a second-order parametric form

Q̂(x, u) = W Tϕ(x, u). (12)

was chosen, where W denotes the parameter vector and ϕ
is the regressor defined for any vectors x, u as follows:

ϕ(x, u) = vec(∆u((x �u)⊗ (x �u))), (13)

where ∆u(•) denotes the upper triangle submatrix, vec(•)
denotes the operator transforming a matrix into a vector,
(• � •) denotes stacking of vectors or matrices, and ⊗ de-
notes the Kronecker product. The approximation model
(12) is used in linear quadratic regulators (Lewis and
Syrmos, 1995) where the optimal value function is known
to have quadratic form. Even though, the model (1) is
in general nonlinear, ADP is essentially concerned with
the local behavior of the system in contrast to dynamic
programming. This is the reason to choose a simple ap-
proximant in the current work to ease computations. As
will be shown in Sec. 6, second-order approximant is still
sufficient to provide optimizing control actions. The goal of
the Q-function approximator is to adjust the parameters
W so as to approximately satisfy the Bellman optimality
principle (10). To this end, the Bellman error is computed:

ek := (W+)Tϕ(xk, u
−
k )−

(W−)Tϕ(xk+1, u
−
k )− r(xk, u

−
k ),

(14)

where W−, u−
k denote the approximant parameters and

policy before policy update respectively. The parameters
W+ denote the new yet-to-be-found approximant param-
eters. They are updated iteratively. In the current work,
gradient descent is applied to the optimization problem

min
W+

1

2
e2k.

This amounts to the following iterations

W+ := W+ − αekϕ(xk, u
−
k ), (15)

where α denotes the gradient descent gain for the critic.
The policy update is also performed by gradient descent
minimizing the Q-function approximant

Q̂ := (W+)Tϕ(xk+1, u
+
k ) (16)

with respect to u+
k . The update step is thus computed as

u+
k := u−

k − β

(
∂ϕ(xk+1, uk)

∂uk

∣∣∣
uk=u−

k

)T

W+, (17)

where α denotes the gradient descent gain for the actor.

Notice that the gradient ∂ϕ(x,u)
∂u for the regressor in the

form (13) can be computed analytically. Even though the
system gradient with respect to the control is not required
in the described implementation of ADP, prediction of
the future state xk+1 is used in (14). In the absence
of knowledge of the system dynamics (1), a means of
predicting xk+1 is needed to implement Q-learning as per
the method described above. To this end, a Kalman filter
is used in the current work. Its details are described in the
next section.

3. KALMAN–FILTER ESTIMATION OF SYSTEM
GRADIENTS

In the current work, it is assumed that the function f in (1)
is unknown whereas the full state vector x is measured at
each time step. It is suggested to consider a parametric
model of f and then estimate these parameters online
using the knowledge of the current state x. A variety of
methods exists for such a purpose while Kalman filter
is a specific one that was designed to cope with the
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