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a b s t r a c t 

Multi-core mixed-criticality systems are complex solutions that provide benefits regarding lower power 

consumption, size, weight and cost and better performance and scalability, compared with single-core 

architectures. However, these systems where virtualization mechanisms such as hypervisors are used for 

integrating functionalities with different criticality levels into the same hardware platform and where 

on-chip and off-chip communication systems are implemented for communicating, imply certification 

challenges due to their complexity. Those challenges to certification are supported by the fact that to- 

day’s safety-related standard focus on single computing systems where spatial and temporal interferences 

are quite probable. Multi-core architectures enable sharing resources (e.g., cache memory, I/Os) between 

more than one processor at the same time, facilitating the appearance of interferences which may hinder 

the achievement of the spatial and temporal independences. 

This paper analyses the certification challenges in mixed-criticality systems and identifies some 

reusable generic solutions to overcome those challenges. The solutions presented in this paper are in- 

tegrated into a safety wind turbine system that follows the design style introduced in European project 

DREAMS. 

© 2017 Elsevier B.V. All rights reserved. 

1. Introduction 

The soaring demand for high performance and enhancing of 

the number of functionalities executed in today’s embedded sys- 

tems leads to the trend of moving towards integrated architectures 

[1,2] . System engineers aim at the integration of multiple function- 

alities with different criticality regarding safety, security and real- 

time on the same embedded computing platform. These systems 

are usually referred to as mixed-criticality systems [3,4] . The tran- 

sition from single-core to multi-core architectures has further con- 

tributed to this trend. Multi-core architectures provide benefits re- 

garding lower power consumption, cost, size and weight as well as 

improved scalability. 

Integrated multi-core systems increase difficulty and complexity 

for certification. For example, sharing resources in multi-core pro- 
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cessors imply temporal interferences which challenge to the certi- 

fication process. Certification is a third-party attestation related to 

products, processes, systems or persons [5] . An attestation is the 

issue of a statement, based on a decision following review, which 

fulfilment of specified requirements has been demonstrated. 

In an attempt to tackle the challenges related to mixed- 

criticality systems, time and space partitioning technologies such 

as hypervisors are commonly used. These mechanisms enable lim- 

iting the impact of changes to reduced areas of the system, thus 

allowing to reuse the areas and reducing the complexity. A hy- 

pervisor is a layer of Software (SW) or a combination of SW and 

Hardware (HW) that allows running several partitions on a sin- 

gle computer platform. The resulting partitions can be individually 

designed, developed and certified with different level of critical- 

ity (e.g., Safety Integrity Level (SIL) 1–4 according to the IEC 61508 

safety standard). 

The integration of functionalities with different criticality into a 

single embedded computing platform implies the use of communi- 

cation systems that support different criticalities. These communi- 

cation systems usually referred to as mixed-criticality networks are 

capable of supporting safe and predictable message exchanges be- 
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tween Distributed Application Subsystem (DAS) with different crit- 

icality. Mixed-criticality networks are targeted to the natural re- 

placement of legacy buses in modern system architectures due to 

their low-cost, high-speed and easy integration with existing net- 

work infrastructures [6] . These networks are split into on-chip and 

off-chip communication systems. On-chip networks (e.g., AHB, ASB, 

APB) are commonly used for communicating the components of 

the integrated circuits such as the cores of a multi-core processor. 

Instead, off-chip networks are usually used for inter-node (device) 

communication (e.g., Ethernet) and local buses for chip-to-chip in- 

terconnect (e.g., PCI, PCIe). 

Mixed-criticality networks also pose challenges to certification 

related to the increasing safety, security and real-time constraints 

in demanding application domains such as automotive and railway. 

For instance, they are subject to spatial and temporal interferences 

between safety and non-safety components of the network [7] . 

From a safety perspective, as a result of the definition of the 

Modular Safety Cases (MSCs) in previous papers [8,9] and the anal- 

ysis of the IEC 61508 safety standard, the remarkable components 

of today?s mixed-criticality systems which challenge to the devel- 

opment and certification have been identified. Moreover, it is iden- 

tified that the IEC 61508 safety standard recommends measures 

and diagnostic techniques for single computing systems (see Annex 

F of IEC 61508-3) where a resource is not shared among more than 

one component at the same time. Conversely, in multi-core archi- 

tectures, a resource can be shared between more than one com- 

ponent at the same time, leading to temporal interferences which 

cannot be detected and controlled at all using the measures and 

diagnostic techniques recommended by the IEC 61508 standard for 

single computing systems. 

This paper exposes the need for further methods that extend 

the measures and techniques recommended by the IEC 61508 

safety-related standard. It presents several cross-domain patterns 

where new solutions to tackle the certification challenges are de- 

fined and implemented for mixed-criticality systems. The arti- 

cle is organised as follows. Section 2 analyses the challenges to 

certification of today’s mixed-criticality systems, among others, 

analysing the architecture style of European project Distributed 

REal-time Architecture for Mixed Criticality Systems (DREAMS). 

Section 3 presents some of the cross-domain patterns developed 

under European project DREAMS for mixed-criticality systems. 

Section 4 presented the implementation of the patterns into a 

safety wind turbine system. Section 5 summarizes the conclusions 

and future work. 

2. Certification challenges for mixed-criticality systems 

In different application domains such as avionics, railway, auto- 

motive, industrial control and healthcare, the integration of func- 

tionalities with different criticality levels into a single embedded 

computing platform is a standard requirement for achieving the 

competitive operation sought. These systems usually referred to as 

mixed-criticality systems may require from on-chip, off-chip and 

local communication buses for communicating. E.g., on-chip, off- 

chip and local buses. Fig. 1 presents an example of a partitioned 

mixed-criticality system which implements a hypervisor for divid- 

ing the system into smaller parts called partitions with different 

criticality levels (e.g., SIL 1–4 according to IEC 61508) and on-chip, 

off-chip and local buses for inter- core, node and device communi- 

cation. 

This system architecture also shows two ways of communi- 

cating the CPUs of both devices. They can communicate through 

an on-chip network (NoC) in Device0 , whereas they communicate 

through a shared memory in Device1 . Networks-on-Chips (NoCs) 

are commonly used communication systems for avoiding the prob- 

lems associated with the use of shared memories [10] . They may 

Fig. 1. Partitioned mixed-criticality system – Example. 

be used for avoiding the temporal and spatial interferences due 

to shared memory inconsistencies and cache coherency problems. 

Nevertheless, the use of NoCs increment the complexity of the sys- 

tem and involve challenges to certification such as guaranteeing 

that the critical memory assigned to the mixed-criticality network 

is not accessed by the hypervisor or by the partitions and that the 

critical memory itself does not cause faults which can jeopardise 

the system. The most significant impact of the memory access that 

can be performed by a NoC communication system is the break- 

ing of the temporal isolation. The isolation can also be endangered 

due to delays caused by a high amount of traffic in the NoC. These 

communication networks can be implemented for safety-related 

applications, providing support for Time Triggered (TT), Rate Con- 

strained (RC) and Best-Effort (BE) traffic. 

The shift towards NoCs leads to challenges such as supporting 

multiple types of communication as well as supporting applica- 

tions with different criticality level [11] . For instance, TT Network- 

on-Chip (TTNoC) communication system does not support the 

transmission of Event-Triggered (ET) messages [12] and AEtheral 

NoC does not support the transmission of RC messages [13] . 

On the other hand, regarding the HW architectures, Commercial 

off-the-shelf (COTS) multi-core devices (e.g., Zynq-70 0 0, P4080) 

are commonly used to build real-time systems due to their high 

performance, low cost and a short time to market. These multi- 

core devices contain sophisticated components which increment 

the complexity of the system and may cause drawbacks, which 

may jeopardise the safety of the whole system. For example, the 

simultaneous running of tasks and the resource sharing between 

more than one component can cause interferences in temporal and 

spatial domains. 

Different research studies propose techniques to improve the 

performance of multi-core devices by reducing the memory inter- 

ferences of the applications [14–16] and to control the mapping of 

application’s data to memory channels [17] . Some of these tech- 

niques focus on scheduling policies which provide request prioriti- 

sation and reduce the inter-partition interferences. 

The coherency between the CPUs and the memories of a multi- 

core processor can also be a source of issues in general. In single- 

core systems, the coherency of the cores and the memory is not 

a problem such as there is only one processing unit that can read 

or write from/to the memory. Conversely, in multi-core systems, 

two or more processing units can be executing at the same time. 

So, it is possible that both CPUs access to the same memory loca- 

tion at the same time. If none processor changes the data of the 

accessed memory location, they can share data indefinitely. Never- 

theless, the coherency protocol implemented may fail, leading to 

inconsistencies and jeopardising the safety of the system. 

The European project DREAMS [18] supports the system archi- 

tecture presented in Fig. 2 . This project aims at developing a cross- 
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