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h i g h l i g h t s

• A methodology to develop and verify QoS of MapReduce services driven.
• The methodology is based on MapReduce Design Patterns and Model Transformation.
• It enables formal verification of properties like availability or real-time constraints.
• It improves state of the art on MapReduce Design and development based on workflows and Design Patterns.
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a b s t r a c t

MappingMapReduce frameworks to CloudArchitecture became amust in last years because of the need of
managing large data sets and Big Data in fast, reliable (and as cheap as possible) way. Scientific Literature
proposes many works about new architectures, frameworks and algorithms improving and optimizing
performances while performing MapReduce operations. Anyway, MapReduce framework is only the
starting point for building a plethora of services based on different analyses. This is the reason for recent
application of Design Patterns methodologies to develop MapReduce applications. Here we propose a
Model Driven Engineering methodology to design, verify and develop MapReduce applications on Cloud
Systems. Themethodology is driven byMapReduce Design Patterns and is used to analyse soundness and
reliability of services based on MapReduce from early design stage to runtime.

© 2016 Elsevier Inc. All rights reserved.

1. Introduction

RunningMapReduce on Cloud Architecture is nowadays amust
for anyone who is going tomanage large data sets, or Big Data, effi-
ciently and in a reliableway. The incredible increase of the need for
fast systems to analyse huge amounts of data, from heterogeneous
sources (social media, Internet of Things (IoT), multimedia, etc.), in
structured and unstructured formats, led to the use of proper ar-
chitectures, frameworks and algorithms for effective information
management. Nowadays not only big enterprises aim at taking ad-
vantage of Analytics on large data set, but also small companies and
public utilities try to exploit information from social media, envi-
ronmental sensors and other data sources in order to gain some
benefits from forecasting users’ behaviours and trends, or even to
optimize reactions to disasters, attacks, etc.
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In this scenario, besides the use of proper algorithms for
data managements, it is clear that having a mean to design and
configure MapReduce services in order to cope with requirements,
is very appealing. Development of services based on MapReduce
is not a simple task: several problems arise during design and
deployment. Depending on the service to realize, the choice
of APIs to use and the definition of proper workflows are
themselves difficult tasks. In addition, when dealing with Cloud,
another problem to face is the determination of number and type
of resources to use to perform analytics: sometimes analytics
executes on data streams and computational and network
resources play the main role in services; other times great amount
of data have to be collected in order to create relevant time series,
and in this case data storage configuration is crucial for the service
to develop.

This kind of services usually must meet both quasi real-time
and high availability requirements: proper software engineering
techniques should be used for requirements verification since from
early design stages [7,2]. In addition, complexity in definition
of proper workflows for large data set analysis requires proper
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methods to ease their design and development [23]. This is true
in particular when dealing with users wanting to deploy, as fast
as possible, analytics Cloud services [18,10]. For these reasons last
years saw the introduction of Design Patterns in development of
MapReduce services [22,26].

Anyway proper model engineering techniques must help
Pattern Based design in order to improve quality (and eventually
to verify requirements) of developed services. In particular, the
use of proper Model Transformation [20] techniques for analysis
of Quality of Services (QoS) and for the automatic generation of
software skeletons from design models, is really appealing.

The main problem in dealing with MapReduce on Cloud is that
there are two issues to face: the first is the waywe useMapReduce
APIs andmodules in order to realize the needed service; the second
is the choice of number, type, and (eventually) vendors of Cloud
resources to use for executing analytics [21,19].

In this work we present a methodology able to verify QoS of
MapReduce services and to generate software stubs from models
defined during design stages when they are expressed bymeans of
MapReduce Design Patterns.

In our methodology, Workflow-based orchestration [34,17] is
the key issue to exploit both resources management [27,9] and
Design Patterns implementation [3]. It consists in (usually smart)
selection, deployment, monitoring and control of resources in
single or multi-cloud environments. Selection of resources usually
has the target of meeting QoS objectives of cloud applications
and resource providers. It usually requires costs, throughput,
availability, performances or energy usage optimization both from
end-users’ and providers’ perspectives.

The framework we propose produces Code for MapReduce ser-
vices by declaring the MapReduce Pattern to use and the configu-
ration of Cloud Resources. MapReduce functions are automatically
selected when declaring the semantics of the blocks to implement
in patterns. When workflows of functions and resources are ex-
plicitly addressed in a composition, the same methodology offers
a means to evaluate the soundness of the whole service provid-
ing answers to questions like: is the composite service able to end
without errors due to wrong composition? Is its whole QoS com-
pliant with a given Service Level Agreement?

Out approach mainly focuses on the definition of a formal
workflow language and on Model Transformation [20].

The paper is organized as follows: Section 2 briefly introduces
MapReduce patterns; Section 3 describes the methodology pro-
posed in this work; Section 4 presents an experimental case study;
Section 5 contains related works and finally Section 6 shows some
concluding remarks.

2. MapReduce and design patterns

MapReduce [14] is actually one of the most used frameworks
for the analysis of large amount of data and, combined with other
frameworks like Hadoop, HDFS and HBase, it is nowadays widely
used both by scientific and commercial communities [32].

The spread of the use of this framework, drove potential new
users to the use of proper distributed architecture in order to
manage large data sets even without the ability to access high
performance computational and storage resources like big clusters
or data farms.

Cloud Computing is of course the architecture on which small
enterprisers and many scientific communities trusted in order to
implement MapReduce services on cheap and highly configurable
resources [11,8].

Anyway, the number and the type of analyses performed
on large, heterogeneous data sets increased so much that this
inevitably led to the introduction of proper software engineering

techniques and methods for the development of complex, fast and
reliable analytics.

One of the first efforts in this direction was the definition
of proper Design Patterns for applications based on MapReduce
(and Hadoop). In [22], authors identified several patterns and
they classified them by using usual features like pattern intent,
motivation and applicability. Nevertheless, the most important
description of the pattern is about its structure. Most ofMapReduce
patterns have a graph-based structure, where nodes represent the
execution of aMapReduce operation, while edges represent logical
connections (and precedences) on operations. Usually different
layers in Patterns structures define thatMapReduce operations are
executed in parallel, performing analyses on distributed data.

For example, Fig. 1 depicts theNumerical Summarization Pattern
which is used for calculating aggregate (statistical) values over
the data set to analyse. As usual in MapReduce services, first of
all distributed data are mapped to a key field, then partitioned,
analysed and finally aggregated by a reduce function. Replicas
on vertical layers indicate the distribution of the same function
on different nodes or data sources. Depending on partitioning,
analysis and reduction functions, different metrics can be used
to implement different kinds of summarizations: the most used
includeword and record count,Min–Max count, Average and other
statistical metrics, etc.

Anyway, the pattern, as depicted in Fig. 1, is not enough
to enable an (as much as possible) automatic development and
analysis of a MapReduce Service.

If users chose Cloud nodes to store data and to execute
MapReduce operations to create proper software skeleton and
configuration files for resources, to instantiate the proper number
of resources, to allocate data and input streams to map functions,
they have to provide additional information about data and
function distribution, and about available resources.

The methodology we are going to illustrate here, collects this
information, with a formal description of the pattern to instantiate,
in order to enact Model Transformation techniques both for
automatic generation of source code, and for automatic verification
of QoS (in this work we show how we address soft real-time
deadlines).

3. Model transformation and analysis

Model Transformation (MT) [20] is the key point on which
Model Driven Engineering (MDE) relies. The idea promoted by
MDE is to use (possibly formal) models at different levels of
abstraction for developing and analysing systems. This is both for
increasing automation in development of complex systems, and
for building systems correct-by-construction and not correct-by-
correction. In brief, MT allows for translation of a model expressed
in a given language (called source language), into a differentmodel
expressed in the same or another language (target language). In
order to enable automatic transformation, both source and target
languages, aswell as the transformation rules, have to be expressed
in a formal way.

We exploit MT in our methodology to analyse, develop and
properly configure MapReduce services. The whole methodology
requires an abstract definition of the services to realize in terms of
Design Patterns, as well as a description of the available resources,
and a list of requirements to meet. Source language for first
definition of services belongs to declarative paradigm. This helps
designers to describe in an easy way the MapReduce pattern they
want to realize.

Fig. 2 resumes the main steps of the methodology we are going
to describe.

The first stepprovides a description of theMapReduce service to
develop (or to deploy) in termsofMap-Reduce patterns. In addition
a description of resources available for deployment is needed too.
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