
ARTICLE IN PRESS 

JID: CAF [m5G; March 16, 2018;9:17 ] 

Computers and Fluids 0 0 0 (2018) 1–11 

Contents lists available at ScienceDirect 

Computers and Fluids 

journal homepage: www.elsevier.com/locate/compfluid 

LBM performance analysis 

Lattice Boltzmann benchmark kernels as a testb e d for performance 

analysis 

M. Wittmann 

a , ∗, V. Haag 

b , T. Zeiser a , H. Köstler b , G. Wellein 

c 

a Erlangen Regional Computing Center, Friedrich-Alexander-Universität Erlangen-Nürnberg (FAU), Martensstr. 1, Erlangen, 91058, Germany 
b Chair for System Simulation, Friedrich-Alexander-Universität Erlangen-Nürnberg (FAU), Cauerstr. 11, Erlangen, 91058, Germany 
c Department of Computer Science, Friedrich-Alexander-Universität Erlangen-Nürnberg (FAU), Matrensstr. 3, Erlangen, 91058, Germany 

a r t i c l e i n f o 

Article history: 

Received 31 October 2017 

Revised 16 February 2018 

Accepted 8 March 2018 

Available online xxx 

Keywords: 

Performance optimization 

Performance modeling 

LBM 

Data layouts 

Data structures 

a b s t r a c t 

Lattice Boltzmann methods (LBM) are an important part of current computational fluid dynamics (CFD). 

They allow easy implementations and boundary handling. However, competitive time to solution not only 

depends on the choice of a reasonable method, but also on an efficient implementation on modern hard- 

ware. Hence, performance optimization has a long history in the lattice Boltzmann community. A variety 

of options exists regarding the implementation with direct impact on the solver performance. Experi- 

menting and evaluating each option often is hard as the kernel itself is typically embedded in a larger 

code base. With our suite of lattice Boltzmann kernels we provide the infrastructure for such endeavors. 

Already included are several kernels ranging from simple to fully optimized implementations. Although 

these kernels are not fully functional CFD solvers, they are equipped with a solid verification method. 

The kernels may act as an reference for performance comparisons and as a blue print for optimization 

strategies. In this paper we give an overview of already available kernels, establish a performance model 

for each kernel, and show a comparison of implementations and recent architectures. 

© 2018 Published by Elsevier Ltd. 

1. Introduction 

Lattice Boltzmann methods are used in various fields to sim- 

ulate fluid flows [2,5,27,32,46] . Besides different discretizations 

and collision models a lot of choices arise concerning data lay- 

out [21,24,40] , lattice representation/addressing [9,10,16,22,28,35] , 

and propagation step [3,19,20,23,30] implementations. Further- 

more, depending on the chosen combination of these options, sev- 

eral hardware and software optimizations may or may not be pos- 

sible. The interaction between all these components can have a se- 

vere impact on the resulting performance [24,40] . Experimenting 

with all these options is often hard in fully-fledged solvers as they 

are embedded in larger code bases where it is often not possible to 

easily adapt the implementation. Furthermore comparing solvers’ 

performance in literature is far from trivial. Often implementation 

details are not clearly stated and hardware specifications of the 

benchmark systems are lacking. 

With the lattice Boltzmann benchmark kernels we try to create 

a framework for an easy evaluation of different data layouts, ad- 

dressing schemes, propagation steps, and optimizations. Further- 

more, we deliver several straightforward reference implementa- 
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tions of kernels in C which range from standard unoptimized to 

highly optimized versions. The suite is GPLv3 licensed and publicly 

available 1 . Hereby, the aim is not to compete with large-scale LB- 

based CFD frameworks like Musubi [17] , OpenLB [18] , Pallabos [1] , 

waLBerla [12] , but to provide a simple test bed, which others may 

use to optimize their LB packages. 

The paper is outlined as follows. In Section 2 we give a short 

overview of the LBM model used, supported architectures, and in- 

cluded sample geometries. Furthermore, the verification scheme 

used to validate implementations for their correctness is presented 

as well as important points considered regarding benchmarking. 

The available implementations, including the different options re- 

garding data layout, addressing, etc., are discussed in Section 3 . 

In Section 4 we establish a performance model and evaluate the 

implementations’ performance on one selected architecture. Exem- 

plarily, we discuss several performance effects on this system. A 

comparison of the implementation across several current hardware 

architectures is presented in Section 5 . Finally Section 6 summa- 

rizes the article and gives an outlook on planned work. 

1 https://github.com/RRZE- HPC/lbm- benchmark- kernels . 
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0045-7930/© 2018 Published by Elsevier Ltd. 

Please cite this article as: M. Wittmann et al., Lattice Boltzmann benchmark kernels as a testbed for performance analysis, Computers 

and Fluids (2018), https://doi.org/10.1016/j.compfluid.2018.03.030 

https://doi.org/10.1016/j.compfluid.2018.03.030
http://www.ScienceDirect.com
http://www.elsevier.com/locate/compfluid
mailto:markus.wittmann@fau.de
https://github.com/RRZE-HPC/lbm-benchmark-kernels
https://doi.org/10.1016/j.compfluid.2018.03.030
https://doi.org/10.1016/j.compfluid.2018.03.030


2 M. Wittmann et al. / Computers and Fluids 0 0 0 (2018) 1–11 

ARTICLE IN PRESS 

JID: CAF [m5G; March 16, 2018;9:17 ] 

2. Benchmark suite 

Throughout the suite, all benchmark kernels use a D3Q19 dis- 

cretication with the two-relaxation-time (TRT) collision model [11] . 

Depending on the kernel, half or full way bounce back [15] is used. 

Particle distribution functions (PDFs) are always stored as double 

precision floating point numbers. 

The suite is implemented in C99 and currently focuses on the 

x86-64 platform. Configurations for recent Linux and GCC/Intel 

compilers are available. Some highly optimized kernels use explicit 

SSE/AVX intrinsics. Although we do not include intrinsics for AVX2 

or FMA (fused multiply add), we observed that the Intel compiler 

transforms AVX intrinsics into these ISA extensions. 

As already noted, the focus of this contribution is clearly on 

performance studies and optimizations. The suite does not provide 

a fully-featured flow solver. This allows us to keep the code mod- 

ular and easily extensible as we are planning to provide further 

kernels as for now only highly optimized “list”-based kernels are 

included (see Section 3 ). 

For evaluating the performance with respect to the structure 

of the simulation domain, we include several synthetic geometries. 

Simple homogeneous arbitrarily scalable geometries like channel 
or pipe which represent an empty channel with rectangular or 

a staircase approximation of a circular cross section, respectively. 

Furthermore, blocks is a heterogeneous geometry where equidis- 

tant blocks of obstacles are distributed over the domain with 

adjustable dimensions and distance of the blocks to each other. 

The first two geometries can be used to benchmark best-cases as 

they are homogeneous and nearly no bounce-back will occur. The 

blocks geometry on the other side can be used to study the im- 

pact on performance when the amount of bounce-back is increased 

and – depending on the kernel – vectorized updates of fluid nodes 

are no longer completely possible. 

2.1. Verification 

In order to check if computations performed by a benchmark 

kernel are correct, the framework has an inbuilt verification setup. 

For performance reasons this must explicitly be turned on during 

compilation as the runtime increases significantly. 

For verification a Poiseuille flow is simulated and compared to 

the analytical solution. As in [28] , therefore a geometry with pe- 

riodic boundaries in x and y direction is setup, i. e. fluid between 

two slabs, and on each fluid node a constant body force is applied. 

After enough iterations, the fluid field in z direction (between the 

two slabs) should exhibit a parabola profile and is compared to the 

analytical solution. 

2.2. Benchmarking 

As benchmarking is a non-trivial endeavor, we try to cover as 

many problematic setups as possible already in the implementa- 

tion: 

Thread affinity. We support direct pinning (setting the affinity) of 

threads by the user. This binds a thread to the specified core and 

prevents the thread being migrated to different cores by the OS. 

NUMA placement. Linux uses by default a first-touch placement 

strategy. This means that a memory page is placed into the NUMA 

locality domain of the core first touching it. The initialization of the 

lattice and important accompanying structures respect this princi- 

ple by using the same parallelization as the main compute loop 

later on, but correct pinning by the user is required. 

Huge pages. Current Linux kernels support transparent huge pages. 

This means that memory allocated with small 4 KiB pages is re- 

placed with larger pages (typically 2 MiB). In our case, this is in 

general beneficial as less TLB misses and page walks occur. For this 

to work, the corresponding OS setting must be enabled to perform 

this task every time or on request. The latter requires an additional 

call to madvise(MADV_HUGEPAGE) after memory allocation. We 

perform this for lattice and adjacency list allocation. 

Uncovered points. Several settings are out of the control of the 

benchmark kernels themselves, and the user must take care of 

these, like fixing the CPU frequency, compiling for the correct ar- 

chitecture, eventually override the CPU dispatcher, or ensure no 

other tasks are running, to name just a few. 

3. Implemented kernels 

For implementing an LBM kernel various options regarding lat- 

tice representation, data layout, or propagation step exist. In the 

following we give a short overview of the most common ap- 

proaches which we implemented in the benchmark kernels. For 

more details refer to [13,40,42,44,45,47] . All features of the imple- 

mented kernels are summarized in Table 1 . 

Lattice representation. The first option describes how the PDFs of 

the simulation domain should be represented. With the marker 

and cell approach [16] a full multi-dimensional array, holding fluid 

and obstacle nodes, is used together with a flag field for distin- 

guishing the node types. PDFs can be accessed by direct address- 

ing , i. e. by simple index arithmetic. Especially in porous media 

like geometries, it is beneficial to store only the fluid nodes. These 

can be arranged in an 1-D vector accompanied by an adjacency 

list [4,17,28,35,37,38,47] . Here, each node’s neighbors are accessed 

via indirect addressing , as it requires a lookup in the adjacency list. 

In this work we use the terms “full array” and “list” for the two 

representations, respectively. Not covered here are patch-based ap- 

proaches as used in [9,10] or semi-direct addressing which merges 

the full array and list approach as described in [22] . 

Data layout. The data layout can be chosen independently of the 

lattice representation. It describes in which order PDFs of the 

nodes are contiguously stored in memory. We concentrate on 

two incarnations: array-of-structures (AoS) and structure-of-arrays 

(SoA). Sometimes the terms collision optimized layout and prop- 

agation optimized layout are used [40] , respectively. In the first 

approach, the PDFs of a node are stored consecutive in memory 

whereas in the latter approach PDFs of one direction are consecu- 

tive. Hybrid forms such as AoSoA [21] or SoAoS [24] exist, but are 

not covered here. 

One step kernels. The collision step is defined by the chosen col- 

lision model, like single-relaxation time (SRT) [6,31] , TRT [11] , or 

multi-relaxation time (MRT) [7] , while the dimensionality of the 

lattice (e. g. D3Q19) determines the propagation step. Typically, 

collision and propagation are fused into one step and two lattices 

are utilized: one source and one destination lattice. This kind of 

implementation is called one step [30] and can be implemented 

in two flavors: push and pull. With push, the PDFs of a node are 

read from the source lattice, collided, and propagated to the neigh- 

bor nodes in the destination lattice. In the case of pull, propaga- 

tion is performed first, by reading PDFs from the neighbors in the 

source lattice, colliding them and then writing them to the local 

node in the destination lattice. One step (OS) can be combined 

with all discussed domain representations and data layouts. The 

corresponding implementations without optimizations are called 

(list-)push/pull-aos/soa in the suite. 
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