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Abstract

We introduce a new Manycore Workflow Runtime Environment
(MWRE) to efficiently enact traditional scientific workflows on modern manycore
computing architectures. MWRE is compiler-based and translates workflows specified
in the XML-based Interoperable Workflow Intermediate Representation (IWIR) into
an equivalent C++-based program. This program efficiently enacts the workflow as a
stand-alone executable by means of a new callback mechanism that resolves depen-
dencies, transfers data, and handles composite activities. Furthermore, a core feature
of MWRE is explicit support for full-ahead scheduling and enactment. Experimental
results on a number of real-world workflows demonstrate that MWRE clearly outper-
forms existing Java-based workflow engines designed for distributed (Grid or Cloud)
computing infrastructures in terms of enactment time, is generally better than an exist-
ing script-based engine for manycore architectures (Swift), and sometimes gets even
close to an artificial baseline implementation of the workflows in the standard OpenMP
language for shared memory systems. Experimental results also show that full-ahead
scheduling with MWRE using a state-of-the-art heuristic can improve the workflow
performance up to 40%.
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1. Introduction

Nowadays, computers exhibit an ever higher number of heterogeneous processing
cores with a growing trend to combine general-purpose CPUs with specialized comput-
ing units. As a result, modern shared memory heterogeneous manycore systems have
become increasingly complex to program. Traditional programming paradigms for
shared memory computers have their roots in symmetric multi-processing and, there-
fore, are struggling to fully exploit the performance of today’s heterogeneous systems.
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