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a b s t r a c t

Variable neighborhood search is a local search metaheuristic that uses sequentially dif-
ferent neighborhood structures. This method has been successfully applied to various
types of problems. In this work, variable neighborhood search is enhanced with a learning
mechanism which helps to drive the search toward promising areas of the search space.
The resulting method is applied to a single-machine scheduling problem with rejections,
setups, and earliness and tardiness penalties. Experiments are conducted for instances from
the literature. They show on the one hand the benefit of the learning mechanism (in terms
of solution quality and robustness). On the other hand, the proposed method significantly
outperforms state-of-the-art algorithms for the considered problem.Moreover, its flexibil-
ity allows its straightforward adaptation to other combinatorial optimization problems.

© 2018 Elsevier B.V. All rights reserved.

1. Introduction

Variable Neighborhood Search (VNS) [29] is a local-search-based metaheuristic, which has been successfully adapted for
various types of problems (e.g., network design [1], continuous optimization [4], job-scheduling [26,34], vehicle routing [40]).

Starting from an initial solution, any local search iteratively navigates in the search space from a solution to a neighbor
solution, and returns the best encountered solutionwhen a stopping criterion ismet. Each neighbor of a solution s is obtained
by performing amove (i.e., a modification) on s, and the set N(s) of neighbors of s is called neighborhood.

The VNS approach relies on the combination of two ingredients: (1) a streamlined local search operator LS (e.g., a basic
descent, tabu search, simulated annealing) with its own neighborhood structure NLS ; (2) a collection C = (N1,N2, . . . ,Nr )
of neighborhood structures of various amplitudes (the amplitude of a move is related to the magnitude of the performed
modifications on the involved solution). In general, NLS has a small amplitude to favor intensification (i.e., ability to
investigate accurately a zone of the search space), whereas larger amplitudes are found in C to allow diversification
(i.e., ability to discover new regions of the search space). Let s be the best encountered local optimum so far. At each
generation of VNS, a neighbor s′ is randomly generated in the current neighborhood Ni(s) ∈ C (this is called the shaking
step), and a local search operator LS is performed to hopefully improve s′. If a generation results in a new record, the
current neighborhood is reset to N1, otherwise the next neighborhood is considered (i.e., Ni+1). To gradually explore areas
of the search space more and more distant from s (where the search is trapped), the neighborhoods are usually ordered by
increasing amplitudes. In other words, Ni has a smaller impact than Nj if i < j (according to the modification of the structure
of s). Contrarily to other metaheuristics (e.g., evolutionary methods, adaptive memory algorithms), VNS does not use any
memory for driving the search toward promising areas of the search space. For instance, the Adaptive Memory Algorithm [41]

* Corresponding author.
E-mail addresses: simon.thevenin@hec.ca (S. Thevenin), N.Zufferey@unige.ch (N. Zufferey).

https://doi.org/10.1016/j.dam.2018.03.019
0166-218X/© 2018 Elsevier B.V. All rights reserved.

https://doi.org/10.1016/j.dam.2018.03.019
http://www.elsevier.com/locate/dam
http://www.elsevier.com/locate/dam
mailto:simon.thevenin@hec.ca
mailto:N.Zufferey@unige.ch
https://doi.org/10.1016/j.dam.2018.03.019


Please cite this article in press as: S. Thevenin, N. Zufferey, Learning Variable Neighborhood Search for a scheduling problem with time windows and
rejections, Discrete Applied Mathematics (2018), https://doi.org/10.1016/j.dam.2018.03.019.

2 S. Thevenin, N. Zufferey / Discrete Applied Mathematics ( ) –

memorizes pieces of the best encountered solutions, and builds solutions with good attributes by combining these pieces. A
memory is also used in the Ant Algorithms (AA) [8], where a trail system influences the decisions made by the ants (i.e., the
larger the trail associated with a decision, the higher the probability that an ant makes this decision). At each generation,
a population of ants build solutions, and the trail system is updated according to the involved decisions in that generation.
After some generations, the good decisions (i.e., the ones that have previously led to good solutions) are associated with
large trails.

Extending the well-known VNS paradigm, the main contribution of this paper is the design of Learning Variable
Neighborhood Search (LVNS). It enhances VNS with a learning mechanism that identifies which attributes are often (quantity
feature) present simultaneously in good (quality feature) solutions. This information is then used to guide the search
toward promising areas of the solution space. LVNS is a flexible method that can be adapted to various combinatorial
optimization problems in a straightforward fashion. The success of LVNS is numerically demonstrated here for a single-
machine scheduling problem (P) with setup constraints, time-window penalties and rejection costs. On the one hand, new
best results are obtained formost of the instances, and on the other hand, the benefit of the learningmechanism is accurately
measured.

To learn from its search history in a relevant manner, LVNS must be able to perform a significant number of generations.
Unsurprisingly, the computation time of VNS is mainly influenced by LS. Therefore, to be efficient, the evaluation of any
move defining NLS should be as quick as possible. In this paper, a fast evaluation method is proposed for (P) to speed up the
tabu search used as the LS operator. More precisely, if a solution is represented by a sequence of jobs, a timing procedure is
needed to compute the starting time of each job. As the insertion of idle times can reduce the costs, the timing procedure
cannot simply consist in scheduling each job as soon as possible. A quick timing procedure is employed here. This heuristic
leads to a more efficient tabu search (in terms of solution quality and speed) than the existing one proposed in [43].

The paper is organized as follows. Section 2 reviews works integrating a learning mechanism or a memory in VNS.
Section 3 introduces the proposed LVNS method. The application of LVNS to a single-machine scheduling problem is given
in Section 4, followed by a conclusion in Section 5.

2. Literature review

To the best of our knowledge, LVNS is the first extension of VNS that uses a learning mechanism identifying attributes of
good solutions. This section covers the works proposing the use of a learning mechanism or a memory in VNS. Readers are
referred to [12,49] for more information on metaheuristics, and to [18] for a survey about VNS and its variants.

The only extension of VNS using a learning mechanism is the adaptive VNS [3,9,24,40,46], where one of the components
of VNS has multiple variants, and one of them is dynamically selected during the search process. The reactive component
can be the employed LS [3,9,46] (if various LS variants are available), the next neighborhood to use in the shaking step [24]
(e.g., not necessarily the one with the next larger amplitude if C contains nested neighborhood structures), or a way to
bias the random generation of a solution in the shaking step [40]. The adaptive VNS uses a learning mechanism to predict
which variant will perform best depending on the instance characteristics or on the state of the search (e.g., the time from
which the search is trapped in the current local minimum). Adaptive VNS can be considered as a special case of reactive
VNS, where the behavior of the algorithm is modified dynamically (during the search). However, reactive VNS does not
require a learning mechanism. For instance, the reactive VNS in [5] considers an alternative objective function when the last
neighborhood of C is reached. Guided VNS is also a special case of reactive VNS, but different from adaptive VNS. In guided
VNS, the neighborhoods of C are ordered dynamically (depending on the instance to solve). This extension is relevant when
no obvious ordering of the neighborhoods exist. For instance, the neighborhoods are ordered by decreasing quality in [33],
and the quality is approximated on the problem with relaxed integrality constraints.

Contrary to adaptive VNS, the behavior of LVNS does not change during its execution (LVNS is not a reactive VNS). In
fact, LVNS makes a different use of the learning mechanism than adaptive VNS. The learning mechanism of LVNS seeks to
identify attributes of good solutions, and this information is used to lead the search toward promising areas of the search
space. Such learning mechanisms have been used within metaheuristics, but not in the context of VNS. For instance, a
reinforcement learning approach is proposed in [48] to identify the features often encountered in good solutions of the graph
coloring problem. A probability vector is used for assigning a color to each vertex. This vector is updated with a reward and
penalizationmechanism. Solutions are built from the probability vector, and then improved with a local search. Themethod
proposed in [48] has some similarities with AA. Indeed, the trail system in AA is also a reinforcement learning [10]. A trail
system is also used to guide the learning tabu search proposed in [35]. By associating trails with solution attributes, the
algorithm identifies features which are often present together in good solutions. In each iteration, only the solutions with
good trails are fully evaluated. As this approach accelerates the selection of a neighbor solution, it can be used when the
evaluation of a solution is time consuming. Finally, a learning tabu search is implemented in [30] for the feature selection
problem.

Hybrid AA–VNS algorithms are proposed in [17,22,42,47]. The works in [17,42,47] use a variable neighborhood descent to
improve the solution built by each ant to solve a facility layout problem, a vehicle routing problemwith risk constraints, and
a permutation flow shop, respectively. In [42], the hybrid AA–VNS is additionally embedded in a large neighborhood search
which diversifies the search with a ruin and recreate mechanism after a predefined number of iterations. In [22], a solution
generated with AA is used to restart VNS after a fixed number of iterations. In contrast, LVNS is only related to the learning
system of AA, and thus, it cannot be classified as a hybrid AA–VNS approach.
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